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Introduction

A person who is on his motorcycle in

the air.

Query Caption Retrieved Images

A small child standing in a field of

green grass playing with a frisbee.

Text-to-Image Retrieval

Image-to-Text Retrieval

A group of flamingos standing next to each other in water.

A flock of pink flamingos standing in shallow water.

A flock of flamingos standing in a pond.

Query Image Retrieved Captions

A Lufthansa jumbo-jet at some airport during the day.

A commercial airplane on a runway at an airport.

A large jumbo jet on the runway of an airport.



Visual-Semantic Embedding Space

CNN

Language 
LSTM

“Two girls are 
skateboarding 

toward a car on a 
city street.”

l2 unit ball

Objective: learning a common embedding space, which can be exploited to retrieve cross-modal items.

Using the l2 unit ball acts a regularizer and grounds the dot product as similarity function (faster).

similarity score: higher for matching 
pairs, lower for non-matching pairs



Visual-Semantic Embeddings

Kiros R. and Salakhutdinov R. and Zemel R. S.. "Unifying visual-semantic embeddings with multimodal neural language models.“ NeurIPS Workshops 2014.

How do we train this? Option A (VSE): Use a ranking loss, given positive and negative image-caption pairs.

“ A man walks down 
a city street pulling a 

suitcase.”

Two girls are 
skateboarding toward a 

car on a city street.”

positive pairnegative pair

Hinge triplet ranking loss: the difference in similarity between matching 
and non-matching pairs should be higher than the margin.



Visual-Semantic Embeddings with Hard Negatives

Faghri F., Fleet D. J., Kiros J. R., and Fidler S.. "VSE++: Improving Visual-Semantic Embeddings with Hard Negatives." BMVC 2018

“ A man walks down 
a city street pulling a 

suitcase.”

How do we train this? Option B (VSE++)

Two girls are 
skateboarding toward a 

car on a city street.”

positive pairnegative pair

Hinge triplet ranking loss: the difference in similarity between matching 
and non-matching pairs should be higher than the margin.

• beneficial to replace the sums with maximum, to consider the most 
violating pair.



Stacked Cross Attention Network

Lee K. H., Chen X., Hua G., Hu H., and He X. "Stacked cross attention for image-text matching." ECCV 2018

Objective: mapping words and image regions into a common embedding space to infer the similarity between a whole 
image and a full sentence.

• Image regions are extracted from Faster R-CNN trained on Visual Genome.

• Same features as Bottom-Up Top-Down Attention.

• Words are encoded using a bi-directional GRU.

• A word is encoded along with the sentence context by summarizing information 
from both directions in the sentence.

Two complimentary formulations of Stacked Cross Attention are defined:

• Image-Text Stacked Cross Attention

• Text-Image Stacked Cross Attention



Image-Text Stacked Cross Attention

Lee K. H., Chen X., Hua G., Hu H., and He X. "Stacked cross attention for image-text matching." ECCV 2018

• In the fist stage, it first attends to words in the sentence with 
respect to each image region feature 𝑣𝑖 to generate an attended 

sentence vector 𝑎𝑖
𝑡 for 𝑖-th image region. 

where

similarity between the 𝑖-th
image region and the 𝑗-th word the attended sentence vector 𝑎𝑖

𝑡, 
with respect to the 𝑖-th image region



Image-Text Stacked Cross Attention

Lee K. H., Chen X., Hua G., Hu H., and He X. "Stacked cross attention for image-text matching." ECCV 2018

• In the fist stage, it first attends to words in the sentence with 
respect to each image region feature 𝑣𝑖 to generate an attended 

sentence vector 𝑎𝑖
𝑡 for 𝑖-th image region. 

• In the second stage, 𝑎𝑖
𝑡 and 𝑣𝑖 are compared to determine the importance of each image region, and then compute 

the similarity score.

where

cosine similarity
between the attended 

sentence vector 𝑎𝑖
𝑡 and each 

image region feature 𝑣𝑖

similarity between 
image 𝐼 and sentence 𝑇



Stacked Cross Attention Network

Lee K. H., Chen X., Hua G., Hu H., and He X. "Stacked cross attention for image-text matching." ECCV 2018

How do we train this? Use a ranking loss, given positive and negative image-caption pairs.

… and exploit the hardest negatives in a mini-batch.

• Image-text cross attention and text-image cross attention are combined by averaging the similarity scores.

Hinge triplet ranking loss



Cross-Modal Retrieval: Experimental Results

[1] Faghri F., Fleet D. J., Kiros J. R., and Fidler S.. "VSE++: Improving Visual-Semantic Embeddings with Hard Negatives." BMVC 2018

[2] Lee K. H., Chen X., Hua G., Hu H., and He X. "Stacked cross attention for image-text matching." ECCV 2018

Recall@𝒌 (𝒌 = 𝟏, 𝟓, 𝟏𝟎): percentage of test images/sentences for which at least one correct result is found among the 
top-𝑘 retrieved sentences/images.

1K Test Images

5K Test Images

• global image and sentence embedding vectors 
• hinge triplet ranking loss
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1K Test Images

5K Test Images

• global image and sentence embedding vectors 
• hinge triplet ranking loss with hard negatives



Cross-Modal Retrieval: Experimental Results

[1] Faghri F., Fleet D. J., Kiros J. R., and Fidler S.. "VSE++: Improving Visual-Semantic Embeddings with Hard Negatives." BMVC 2018
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Recall@𝒌 (𝒌 = 𝟏, 𝟓, 𝟏𝟎): percentage of test images/sentences for which at least one correct result is found among the 
top-𝑘 retrieved sentences/images.

1K Test Images

5K Test Images

• image region and word embedding vectors 
• hinge triplet ranking loss with hard negatives



marcella.cornia@unimore.it

University of Modena and Reggio Emilia, Italy

Thank you!

Marcella Cornia


